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Maximizing Availability With  
Hyper-Converged Infrastructure
With the right solution, organizations of any size can use hyper-convergence 
to help achieve their most demanding availability objectives. Here’s how.



IT teams are under constant pressure to drive increased availability to meet the 
demanding requirements of “always-on” business environments. In fact, the need 
to eliminate downtime and ensure optimum application performance at all times is 
becoming even more important as organizations modernize their IT infrastructures to 
embrace digital transformation. 

Hyper-converged infrastructure has become a “go-to” technology for companies 
modernizing IT—or for any company looking to simplify, streamline and lower the costs 
of IT. In hyper-converged infrastructure, compute and storage are natively integrated 
along with virtualization software into a single x86-based appliance that can be deployed 
in scale-out clusters.

With hyper-convergence, organizations can deploy infrastructure much more quickly 
than with legacy architectures, helping to lower costs, simplify manageability, increase 
availability and improve scalability. These solutions are being deployed in a wide range 
of use cases—modernizing legacy applications, supporting new business services and 
accelerating test and development deployments, among others. 

They are also being used in a variety of environments. Many small and medium-sized 
businesses with limited resources are using hyper-converged infrastructures to support 
their business-critical applications; larger enterprises are using them for remote and 
branch offices; and companies of all sizes are using hyper-convergence to support new 
initiatives such as desktop virtualization or hybrid clouds. Their use is becoming so 
widespread that IDC estimated triple-digit growth for hyper-converged infrastructure in 
both 2014 (162.3%) and 2015 (116.2%).1

One of the most important benefits of hyper-converged infrastructure is in helping 
organizations improve the availability of applications and data. With the right  
solution, a hyper-converged infrastructure can enable an organization of any size to 
achieve and even surpass its most demanding and stringent availability and disaster 
recovery objectives.

In this white paper we discuss the various ways in which hyper-converged infrastructures 
can improve availability. We also examine the key features to look for in a solution, 
particularly as organizations strive to improve application availability, strengthen 
disaster recovery and meet tougher recovery time objectives (RTOs) and recovery point 
objectives (RPOs).

Hyper-Convergence and Availability: An Overview
Organizations today are dealing with a world in which downtime is simply unacceptable. 
And, as urgent as it is now, always-on availability will be even more important in the 
years ahead, as companies continue to embrace digital transformation to redefine their 
business models.  IDC predicts the percentage of enterprises with advanced digital 

1   “Workload and Geographic Expansion Will Help Push Hyperconverged Systems Past $800 Million in 2015, According to IDC,” IDC, 
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transformation strategies and implementations will more than double by the end of  
the decade.2

With hyper-converged infrastructures, organizations can drive significant availability 
improvements today. At the same time, they can deploy an infrastructure that  
supports the next-generation software-defined data center, which is crucial to  
digital transformation. Hyper-convergence offers organizations significant availability 
benefits, including:

• Simplified provisioning and deployments: A hyper-converged infrastructure will 
typically be deployed as a pre-integrated, pre-certified appliance. The speed at 
which it can be up and running will seem like light years faster than a traditional 
infrastructure deployment. You will go through one purchase process, rather than 
separate processes for servers, storage and virtualization software. Deployment and 
provisioning will be pretty much plug and play. From an availability standpoint, your 
applications will be up and running much faster, your users will be more productive 
faster and your business will be delivering more value to its customers faster. 

• Less downtime: A leading hyper-converged solution, such as the Hewlett Packard 
Enterprise Hyper Converged 250 (HC 250) or Hyper Converged 380 (HC 380), 
will incorporate integrated management across the entire infrastructure from a 
single pane of glass. This means IT can identify potential problems before they 
impact availability. It also means IT can troubleshoot far more effectively because 
everything is in one place from one vendor, eliminating the finger-pointing that can 
often occur between server, storage and networking vendors or internal IT silos. 
In addition, the unified management platform will typically include a wide range of 
automation features that can reduce the risk of downtime and failures caused by 
human error.

• Built-in resiliency: A hyper-converged solution will contain built-in resiliency 
features, with inherent data protection and disaster recovery capabilities. The HPE 
HC 250 and HC 380, for example, provide transparent virtual machine failover across 
nodes, systems and sites, so customers don’t have to worry about downtime 
or data loss in the event of a failure. In addition, features such as storage-based 
snapshots and Remote Copy integration can be extremely valuable in helping to 
improve disaster recovery preparedness. 

Marrying Availability Features With Hyper-Convergence
When it comes to availability, IT teams can extend the benefits of hyper-converged 
infrastructures even further—reducing risk, saving money and driving a wide range 
of other business benefits. These benefits include better employee productivity and 
morale; accelerated time to market for new business services; and major improvements 
in customer support, satisfaction and goodwill. The way to achieve these additional 
benefits is to deploy a hyper-converged infrastructure solution that has been maximized 
and optimized for high availability. 

2   “IDC Predicts the Emergence of ‘the DX Economy’ in a Critical Period of Widespread Digital Transformation and Massive Scale Up 
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The beauty of deploying this type of solution is that the incremental costs of the 
value-added availability features will be more than offset by the incremental business 
benefits of greater uptime and availability. In fact, from a cost-analysis perspective, it 
doesn’t make sense to deploy a hyper-converged infrastructure that is not optimized for 
maximum availability.

So what are some of the specific high-availability features and functions you should be 
looking for in a hyper-converged infrastructure solution? These are the ones that are 
most critical:

• Integrating backup and recovery with primary storage: This is probably the most 
important high-availability feature you should look for in your hyper-converged 
infrastructure solution. Why? It provides such a wide range of benefits—much faster 
and more efficient backups, faster restores and major improvements in achieving 
faster RTOs and RPOs.

• Using an availability solution with advanced analytics and reporting: One of 
the important ways to drive availability is through the use of deep analytics and 
reporting to monitor your resources. With the right solution you can do a much 
better job of capacity planning, knowing exactly where and when you are using 
resources and developing a precise plan for backup, upgrades and expansion. You 
can enhance availability, for example, if you know when you are going to run out 
of backup storage or if you can pinpoint specific virtual machines that aren’t being 
protected. When it comes to availability, a little knowledge goes a long way.

• Using storage snapshots for backup and replication: This feature is critical to 
improving RPOs by providing frequent up-to-date recovery points you can use to 
protect against failures or disasters. With the right solution, you can recover your 
VMs and data directly from snapshots, minimizing data loss and ensuring that your 
backups are consistently up to date. Another major availability advantage of this 
approach is that you can implement a near-continuous data protection process 
without adding any cost or complexity. 

What to Look for in an Availability Solution
Prime examples of hyper-converged infrastructure maximized for availability are the HPE 
HC 250 and HC 380 with Veeam Software. In these solutions, key availability functions—
including backup, recovery, data protection and disaster recovery—are tightly integrated 
with HPE Hardware and Veeam Availability Suite Enterprise Plus Software. 

HPE and Veeam have a long history of working together to deliver innovative solutions 
for high availability, and this represents an important extension of that partnership. The 
HPE HC 250 and HC 380 with Veeam Software leverage advanced technology solutions 
from each vendor and integrate them to provide solutions that set new standards for 
availability in hyper-converged infrastructure. 

Technologies from HPE include: HPE StoreVirtual VSA, HPE 3PAR StoreServ Storage 
and HPE StoreOnce. Technologies from Veeam include the Veeam Availability Suite 
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Enterprise Plus, which combines the backup, restore and replication capabilities of 
Veeam Backup & Replication Enterprise Plus with the advanced monitoring, reporting 
and capacity planning functionality of Veeam ONE software.

From an availability standpoint, important benefits of this approach include:

• The ability to create application-consistent backups from HP StoreServe and 
StoreVirtual snapshots for fast and efficient data protection—including the ability 
to take frequent snapshots of VMware volumes without impacting production 
workloads.

• A highly efficient deduplication solution that increases backup capacity by almost 
95%, thereby allowing a greater number of backup images to be stored on disk—
providing more recovery points and faster restores from backups.

• The ability to create on-demand sandboxes from storage snapshots, enabling 
IT teams to handle a variety of functions—such as testing updates before 
deployments—without disrupting production environments.

• Reducing costs and enhancing availability by leveraging the advanced capabilities 
of Veeam Availability Suite Enterprise Plus to ensure better capacity planning and 
resource utilization across primary, secondary and backup storage.

Taking the Next Step
Hyper-converged infrastructures have become a critical technology for businesses of 
any size to reduce complexity, lower costs and increase agility. Hyper-convergence 
makes it simpler for small and medium-sized businesses to modernize and streamline 
infrastructures, while also enabling larger enterprises to support a variety of important 
use cases, including branch offices and new initiatives such as desktop virtualization. 
Organizations can drive dramatic improvements in uptime, application performance and 
disaster recovery by deploying a hyper-converged infrastructure that is optimized for 
high availability. 

Industry-leading high-availability solutions include the HPE HC 250 and HPE HC 380 
combined with the Veeam Availability Suite Enterprise Plus. The tight integration of 
technologies from HPE and Veeam delivers a hyper-converged infrastructure solution 
that enables organizations to maximize availability through improved RTOs and RPOs; 
faster and more efficient backups; advanced monitoring and analytics for capacity 
planning and resource utilization; and faster and more efficient snapshots, among  
other features.

For more information  
on how to improve availability through hyper-converged infrastructure, please go to 

https://www.veeam.com/hpe-availability-solution.html.
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